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Figure 1: COSMI. Left: sequences of the COSMI dataset, composed from single-object captures
and rendered with clothed scans. Right: composition of one sequence from a sitting clip, a right-
hand action, a left-hand action obtained by mirroring, and a backpack, rendered with a clothed scan.

ABSTRACT

Generative models of human-object interaction are bounded by the data that exists:
everyday activities involve several objects, but most captured datasets record one
at a time, as multi-object capture is combinatorially expensive. Our observation
is that interactions are local, so single-object captures already contain the parts of
multi-object activities. We compose them: contact-consistent clips of single inter-
actions, mirrored to balance the hands, transfer between bodies, and a language
model and geometric checks admit only the pairings that are plausible, semanti-
cally and physically. Therefore, the dataset grows combinatorially with the clips
rather than recording time. The COSMI dataset holds 222k sequences and 275
hours with up to five objects, nearly thirty times the largest multi-object capture,
and can be extended by adding datasets or even hand-object recordings. On this
data we train the COSMI method, a text-to-interaction diffusion transformer that
follows how the data is built: weight-shared object slots generate a variable num-
ber of objects, predicted relative to the body parts that move them. On a bench-
mark with an unseen object and unseen interaction combinations, models trained
on the dataset generalize to the unseen combinations. COSMI outperforms base-
lines in text alignment and contact accuracy, where its margin is largest on the
unseen object. Code, models, and the dataset pipeline will be released.
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1 INTRODUCTION

Generating 3D human-object interaction (HOI) serves animation, embodied Al, and augmented re-
ality, from humanoid controllers and robot policies that learn from HOI motion (Xu et al., 2025b;
Wang et al., 2025b) to egocentric assistants (Banerjee et al., 2025; Ma et al., 2024; Petrov et al.,
2026) and composite animation such as sitting down while carrying an object (Pan et al., 2025). The
activities these applications target are frequently multi-object: in the KIT whole-body database, 99
of the 262 object-related motions involve two or more objects (Mandery et al., 2016). Like other
generative models, motion generators improve with data (Wang et al., 2025a; Xu et al., 2025a), so
what HOI generators can produce is bounded by the interaction data that exists.

On the data side, HOI datasets mostly record one person with one object (Taheri et al., 2020), and
the generators trained on them inherit this scope (Xu et al., 2023; Diller & Dai, 2024; Peng et al.,
2025). Capturing several objects at once is expensive, and the cost grows combinatorially with the
objects, body parts, and pairings (Xie et al., 2024), so captured multi-object datasets stay below ten
hours (Lv et al., 2024; Kim et al., 2025; Lu et al., 2025), against 21.8 in the single-object collection
InterAct (Xu et al., 2025a). On the model side, generators are built for one object (Diller & Dai,
2024; Pi et al., 2025; Xu et al., 2023), and the few multi-object ones train one model per object
count (Lv et al., 2024; He et al., 2025) or pad a fixed state (Zhang et al., 2024a) and leave implicit
which body part moves which object. The concurrent SK-HOI (Peng et al., 2026) handles a variable
number of objects in three separate stages. There is no multi-object data at single-object scale, and
no end-to-end generator for a variable number of objects grounded to the body parts that move them.

Synthetic and composed data has closed comparable gaps before (Black et al., 2023; Xie et al.,
2024; Mandlekar et al., 2023), and closest to our setting, SINC composes simultaneous actions by
taking each body part from the clip whose action uses it (Athanasiou et al., 2023). Our observation
is that interactions with objects are local in the same way: a cup is held by a hand, a chair supports
the pelvis, a ball is kicked by a foot, and the rest of the body is free. The limb that performs one
interaction can therefore be transferred, together with its object, to a body that performs another, and
multi-object interactions can be composed from single-object captures (Fig. 1), which exist at scale.
The composition is only as good as its gating: from contact-consistent clips of single interactions,
a language model decides which can plausibly happen at once, and geometric checks keep only the
compositions that stay in contact and free of penetration (Fig. 2). Mirroring the one-handed and
one-footed clips balances the left and right hands, which captured interactions skew to the right.
The resulting COSMI dataset contains 222k sequences and 275 hours of motion, nearly thirty times
the largest captured multi-object dataset (Lv et al., 2024). Its physical plausibility stays close to the
parent captures (Section A.1), and since nothing in the composition is specific to a dataset, it grows
by adding a rule rather than a recording session, even from hand-object recordings (Section 5).

Such data calls for a generator for a variable number of objects. COSMI is a single diffusion trans-
former that denoises the person and a set of objects from a prompt and initial poses. Its object slots
share their weights, so no parameter depends on the object count, and one model generates one to
five objects. Each object is predicted relative to the joint that drives it, which a part-assignment
head reads from these conditions, and text tokens link the words of the prompt to the objects. On a
benchmark that holds out an unseen object and five unseen combinations, such as walking-with-an-
apple (while walking-only and apple-eating stay in training), COSMI and the baselines trained on
the COSMI dataset alike generalize to the unseen combinations. COSMI outperforms HIMO (Lv
et al., 2024) and multi-object adaptations of MDM and PriorMDM (Tevet et al., 2023; Shafir et al.,
2024) in text alignment and contact accuracy, where its margin is largest on the unseen object.

In summary, our contributions are:

» Composition of multi-object interactions from single-object captures, and the COSMI dataset:
222k sequences with up to five objects, left and right balanced by mirroring, extensible by design.

* The COSMI method: a text-conditioned diffusion transformer for a variable number of objects,
with joint-relative prediction, part assignment, auxiliary losses, and contact-consistent guidance.

* A benchmark on the COSMI dataset that tests generalization to an unseen object and to unseen
interaction combinations. Code, models, and the dataset pipeline will be released.
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2 RELATED WORK

Human-object interaction datasets. Most full-body interaction datasets, captured with marker-
based motion capture or multi-view video, record one person with one object (Taheri et al., 2020;
Bhatnagar et al., 2022; Huang et al., 2024; Li et al., 2023; Zhang et al., 2023b; Zhao et al., 2024),
later also with articulated objects (Jiang et al., 2023; Fan et al., 2023). Full-body datasets with
several objects per sequence are recent and small (Table 1): HIMO records two or three small rigid
objects (Lv et al., 2024), ParaHome and HUMOTO articulated household objects (Kim et al., 2025;
Lu et al., 2025), and HOI-M3, CORE4D, and MMHOI several people (Zhang et al., 2024a; Liu
et al., 2025; Kogashi et al., 2026). Hand-object datasets omit the body but record more hours and
objects, often several at once (Hampali et al., 2020; Chao et al., 2021; Zhan et al., 2024; Liu et al.,
2024; Banerjee et al., 2025; Fu et al., 2025), and a body fitted to such a recording turns it into
a source clip for our pipeline (Section 5). Interaction data has also been generated procedurally,
placed into scenes, augmented, or recovered from video (Xie et al., 2024; Wang et al., 2022; Xu
et al., 2025a; Zhang et al., 2026; Xie et al., 2026), always with one object. The COSMI dataset
instead composes these single-object captures into multi-object sequences: every source clip pairs
with every compatible target and composed sequences serve as targets again, so the number of
sequences grows combinatorially with the clips rather than linearly with recording time (Table 1).

Compositionality in motion and interaction modeling. Animation has long composed captured
clips without objects, in time with motion graphs (Kovar et al., 2002) and across body parts by
splicing (Ikemoto & Forsyth, 2004; Heck et al., 2006). SINC revisits spatial composition with
language, composing the body parts of two clips into training data from GPT-3 part labels, and
leaves the semantic compatibility to future work (Athanasiou et al., 2023). Later models annotate,
coordinate, or blend parts (Li et al., 2026; Zou et al., 2024; Jiang et al., 2025) or compose actions in
time at inference (Athanasiou et al., 2022; Shafir et al., 2024; Petrovich et al., 2024; Barquero et al.,
2024). Language models also plan compositions at inference, as contact chains, joint-contact pairs,
affordance graphs, or plans (Xiao et al., 2024; Wang et al., 2024b; Li & Dai, 2026; Xu et al., 2024;
Sun et al., 2026), while we use one offline to infer the semantic plausibility of clip combinations
(Section 3). Composed training data exists for multi-person motion, by random placement (Shan
et al., 2024) or with LLM guidance and a learned filter (Wu et al., 2026), and for interactions only as
static poses (Zhao et al., 2022) or as segments and models composed at inference (Lv et al., 2024;
Na et al., 2025). We extend body-part composition to interactions with objects, at the data level and
across datasets, with object transfer across bodies, semantic gating, and physical checks.

Text-driven interaction synthesis. Text-to-motion generation rests on diffusion and token models
trained on HumanML3D (Guo et al., 2022; Tevet et al., 2023; Zhang et al., 2024b; Chen et al., 2023;
Zhang et al., 2023a; Guo et al., 2024) and, recently, on million-clip corpora (Wang et al., 2025a),
two orders of magnitude larger than any captured interaction dataset. Interaction generators extend
them to a body and one object (Ghosh et al., 2023; Xu et al., 2023; Li et al., 2023; 2024; Peng et al.,
2025; Diller & Dai, 2024; Xu et al., 2024; Petrov et al., 2025; Ron et al., 2026; Ji et al., 2026; Pan
etal., 2026; Jung et al., 2026; Cai et al., 2026), including articulated ones (Pi et al., 2025), and grasp
synthesis models the fingers in contact (Taheri et al., 2022; Wu et al., 2022; Zhang et al., 2021; Cha
et al., 2024; Christen et al., 2024; Zhang et al., 2025). Generators for several objects are few: HIMO
trains separate models for two and three objects (Lv et al., 2024), SyncDiff one model per object
configuration, conditioned on label phrases (He et al., 2025), and Dex2HOI one stream per object
for at most two, both in the hands (Pratikaki et al., 2026). HOI-M3 pads a preset state and takes
no text (Zhang et al., 2024a), and HOI-PAGE optimizes each sequence zero-shot for minutes (Li &
Dai, 2026). The concurrent SK-HOI covers a variable number of objects with zero-padded slots,
but generates in three separately trained stages followed by minutes of test-time optimization per
sequence (Peng et al., 2026). COSMI instead is one text-conditioned diffusion transformer with no
parameter tied to the object count, which generates one to five objects, articulated and worn, in a
single stage and grounds the objects to the body parts that move them.

3 THE COSMI DATASET

We build every sequence of the COSMI dataset from captured single-object interactions and mo-
tions, combined on one body. Our goal is to obtain semantically plausible multi-object interactions
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Figure 2: Composition of one sequence. Atomic clips are extracted by interaction rules, annotated
by a language model, and mirrored. A sitting target receives two compatible hand actions, their
limbs and objects are transferred onto its body, and the caption is assembled accordingly.

from these atomic clips. We therefore extract contact-consistent clips from the source sequences,
annotate them with semantic information from a language model, and mirror them to balance the
left and right hands. To combine the clips, we rely on this semantic information to pair plausible
matches, followed by geometric checks of the physical plausibility of the result (Fig. 2). We build
on GRAB (Taheri et al., 2020), BEHAVE (Bhatnagar et al., 2022), InterCap (Huang et al., 2024),
OMOMO (Li et al., 2023), and ARCTIC (Fan et al., 2023), with BEHAVE and InterCap in their In-
terAct (Xu et al., 2025a) versions, and on CMU walking sequences from AMASS (Mahmood et al.,
2019) selected with BABEL labels (Punnakkal et al., 2021). All sources are unified to a gender-
neutral SMPL-X (Pavlakos et al., 2019) body at 30 fps in a common frame, and every object is a
template mesh with a rigid transform per frame, one per part for articulated objects (Section C.1).

Contact-based extraction. We build the dataset from atomic clips, segments in which a person
performs a single interaction and stays in contact with the object from the first frame to the last, so
that the acting limb and the object can be lifted out with their contact intact. Thirteen interaction
rules specify the interaction types by the body parts that must and must not touch the object, by pose
constraints such as an upright torso, and by the local reference joints relative to which the object is
expressed (Section C.2). We evaluate every rule per frame, with contact defined as proximity below
5 cm to the object surface, and take contiguous windows of at least 3 s as atomic clips, 1,491 in total.
Holds and worn objects reduce to a single representative frame, and the walking rule admits whole
sequences. In composition, source rules cover the manipulation of small objects with one or both
hands and passive holds (GRAB, ARCTIC). Target rules cover the interactions that engage the whole
body, sitting, moving large objects, foot interactions, and walking (BEHAVE, InterCap, OMOMO,
AMASS), and augmentation rules the worn backpack and eyeglasses (BEHAVE, GRAB).

Global trajectories do not transfer between bodies, so we express each object relative to the body
part performing its interaction, the local reference joints 7 its rule specifies, such as the wrist or the
foot. For a joint j € J with world rotation R} and position t’, the relative transform is

Ry = (R)"Rb,  to; = (R)) (to —t)), 1)

and inverting it with the joints of any body carries the object over to a mirrored or a composed body.

Annotation. Whether two interactions can plausibly be performed simultaneously is a semantic
question: a person can browse a phone while sitting, but not browse a phone while taking a picture
with a camera, although one hand is free for each. Composition therefore needs to know what
every clip captures, which the labels of the source datasets, written for whole recordings in differing
forms, do not tell. We extract this information with a language model, Qwen3 (Yang et al., 2025),
which names the sustained interaction with a verb, correcting labels that are wrong or too general,
and writes one sentence, such as “A person drinks from a cup with the right hand.” (prompts in
Section C.3). Per action and object, it further marks whether the action requires gaze at the object
and involves the head, as drinking, eating, and calling do, which decides what can happen at once.

Mirroring. Captured interactions favor the right hand (Table 1), so we mirror every one-handed
and one-footed clip and swap its rule, which equalizes the two sides and brings the number of clips to
2,663. Reflecting the body is straightforward, R} = M R’ M with M = diag(—1,1,1), followed
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Table 1: Dataset comparison. L /R: share of left- and right-hand interactions. The COSMI dataset
combines the scale of single-object captures with several objects per sequence and balanced hands.

Dataset Mu.lti- Interaction Coverage Hand Bias Scale
Object Small-Object Large-Object  Sitting/  Articulated
Manipulation Manipulation Body Support Objects

L/R (%) # Subj # Objects # S # Frames (M) Hours

GRAB (Taheri et al., 2020) X v X X X 15/85 10 51 1,335 1.62 3.76
BEHAVE (Bhatnagar et al., 2022) X X v v X 45/55 8 18 299 0.45 4.13
InterCap (Huang et al., 2024) X v v v X 7193 10 10 223 0.07 0.62
OMOMO (Li et al., 2023) X X v X 4 47153 16 15 5,280 0.96 891

ARCTIC (Fan et al., 2023) X v X X 4 36/64 9 11 301 0.22 2.02
HIMO (Lv et al., 2024) v v X X X 47153 34 53 3,376 4.08 9.44
HOI-M? (Zhang et al., 2024a) v v v v X 45/55 31 67 86 1.87 8.64
ParaHome (Kim et al., 2025) v 4 v v 4 42/58 38 22 207 0.88 8.11

HUMOTO (Lu et al., 2025) v 4 v 4 4 44/56 1 63 735 0.24 2.18
COSMI (Ours) v 4 v v 4 49/51 59 36 221,677 29.74 2754

by swapping the left and right joints. The object cannot be reflected in the same way: a reflected
mesh is a new object, and reflecting only its world pose breaks the contact with the mirrored hand,
because the SMPL-X body is not symmetric. We keep the template Vi» and fit a proper rotation Q¢
and translation p that pose it like its reflection,

Qo(Vo —v0)+po =~ M (Vo — v0), (2)

with vp the centroid of the template, which is exact for symmetric objects. Composed with the
reflected joint-relative pose, this alignment yields a proper transform of the original mesh that pre-
serves the contact, and Eq. (1) places the object on the opposite limb (details in Section C.5).

Composition. We pair a target clip, which provides the body motion, with a source clip, whose
action is added on a free limb, if the two are compatible at two levels. The composition graph
settles which interactions can share a body (Fig. 2): whole-body targets accept every source, and
a one-hand target or a hand action accepts the other hand. Within a permitted pair, the semantic
annotations decide whether the two actions can plausibly happen at once: a person cannot attend to
two objects simultaneously, so two actions that both require gaze or both involve the head follow
each other in sequence, a right- and a left-hand action on a sitting, walking, or standing body with
a blended transition. Other pairs are composed simultaneously: the source limb, with the head and
spine when the action needs them, replaces its counterpart on the target body, and its object follows
through Eq. (1). We keep a composition only if it is physically plausible: every object keeps the
contacts of its rule, the body does not penetrate itself, and no object penetrates another (Section C.7).
Enumerating the graph exhaustively, with composed sequences serving as targets again, yields one-
to three-object levels and a sequential level, and worn objects are added at every level, up to five
objects per sequence. Captions are assembled from the annotations by a template and paraphrased.

Statistics and quality. The COSMI dataset contains 221,677 sequences and 275 hours of motion
from 59 subjects and 36 objects, seven of them articulated, with up to five objects per sequence
and left and right hands balanced at 49/51 (Table 1). Every composed sequence inherits the cap-
ture quality of its parents, which we verify with the metrics of HUMOTO (Lu et al., 2025) on the
composed sequences and on their parent recordings (Section A.1). Foot sliding is unchanged, since
composition alters neither the lower body nor the global trajectory, and jerk and penetration change
by less than the captured datasets differ among themselves, human jerk the most, by up to half.

Extensibility and benchmark. Nothing in the composition is specific to a source dataset: the rules
are stated by contacts, pose constraints, and reference joints on the unified body, so any clip on this
body enters through a rule, as the AMASS walking sequences do. Partial observations enter as well,
since every interaction is stored relative to the body part that performs it. A hand-object recording
becomes a source clip once a body is fitted to it, which is less obvious, so we demonstrate it with
HOT3D (Section 5). The exhaustive enumeration also makes generalization testable: a pairing such
as walking with an apple can be held out as a whole while walking and eating an apple remain in
training. Our benchmark builds on this and tests how well a model generalizes to five such unseen
combinations and to an unseen object, held out with all its sequences (Section 5).
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Figure 3: COSMI method. One transformer denoises the human tokens 7, one per frame, and the
object tokens O,,, one per four frames, at diffusion step ¢. Conditioned on the CLIP W,
the , and the and geometry of every object, it generates the human motion
and each object motion relative to the joint that drives it.

4 THE COSMI METHOD

COSMI is a single text-conditioned model for a variable number of objects (Fig. 3): no parameter
depends on the object count, so one model generates interactions with one to five objects, articulated
and worn ones included, in a single denoising pass. Given a prompt W, the initial pose of the person,
and a set of NV objects, each defined by mesh, name, and initial pose, it generates the human motion
‘H and the object motions Oy, ..., Oy over W=120 frames, 4 s at 30 fps.

Human representation. We represent the person with the gender-neutral SMPL-X body
model (Pavlakos et al., 2019) with a given shape, as in the COSMI dataset, in a canonical frame
defined by the initial pose of the window. The human modality is

w
H = {J3 03, Ofanas Sty 3)

where, for every frame ¢, J%, holds global joint positions, 8%, the global rotations of the body joints
in the 6D representation (Zhou et al., 2019), 8} . the PCA coefficients of the finger pose of both
hands, and ctH floor-contact scores of the feet, 256 values per frame in total (Section D.1).

Object representation. Each object O,, is defined analogously, with the index n omitted:

w
O ={Tb, ab, {TH|;}jc s o}y “)

The absolute pose T}, is the rotation and the center of mass of the object in the canonical frame
of the window, and the hinge channel al, encodes the articulation angle of objects with a moving
part. The relative poses T(glj express the same pose in the frames of six candidate driving joints

Jrel = {spine, head, both wrists, both feet}, through Eq. (1), so that an object held in a hand has a
nearly constant pose in the wrist frame whatever the rest of the body does; the body alone is in fact
predictive of the object pose (Petrov et al., 2023). Finally, the contact scores c., are soft indicators
of contact between the object and 15 body regions (Section D.2).

Conditioning. The text prompt is encoded with CLIP (Radford et al., 2021) and enters the model
both as a pooled sentence embedding and as the sequence of word-piece embeddings, the text tokens
W. Following HIMO (Lv et al., 2024), we also condition on the first frame of the window, the initial
pose of the person and of every object. Each object is further described by its name and by an
embedding of its geometry, computed from basis point set features (Prokudin et al., 2019) with a
hierarchical encoder (Section D.3). Since the object names appear in the captions and are encoded
with the same CLIP model, the text tokens, as in MotionDiffuse (Zhang et al., 2024b), let every
object be related to the words that refer to it, which the pooled embedding cannot.

Denoiser. The denoiser COSMI,, is a transformer (Vaswani et al., 2017) with one token per frame
of the human motion H and of every object motion O,,, all attending to each other and to the
conditioning tokens. Since attention cost grows quadratically with the tokens, we chunk every four
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frames of an object into one token. A smoothing convolution decodes the output tokens to per-frame
parameters, without which the object motion has a seam every four frames (Section D.4).

Object slots. The token streams of the objects, which we call slots, receive no slot-specific em-
bedding: all slots share the input and output projections and differ only in their conditioning, and
masks exclude empty slots from attention and from the per-object losses. The network is therefore
permutation-equivariant with respect to the objects, and none of its parameters depends on their
number, which is set at run time rather than in the architecture, with up to five slots in training.

Part assignment. We say that a joint j € J,) drives an object if the object moves with this joint:
an object held in a hand, worn on the head or back, or kicked with a foot is driven by the wrist,
head, spine, or foot. A chair, in contrast, is not driven but only supports the person who sits on it. A
lightweight transformer head predicts the driving joints of every object from the conditions alone,
supervised with labels derived from contacts and joint motion (Section D.5). Its prediction enters
the denoiser as an additional input and selects the decoding: a driven object is placed through the
relative pose T<t9|j of its driving joint, and an undriven object keeps its absolute pose T,.

Objective. We use the DDPM formulation (Ho et al., 2020) with a cosine noise schedule of 1000
steps (Nichol & Dhariwal, 2021), and the network predicts the clean sample (Ramesh et al., 2022).

Let ¢ = (H,01,...,0p) denote a window, &7 its noisy version at diffusion step 7, and C the
conditions. The denoiser COSMI,, is trained with
L=Forw(r)> M Li(COSMI(a7;7,C), ), (5)
k

where w(7) is the min-SNR weight (Hang et al., 2023). The terms Ly cover the reconstruction of the
parameters and their frame-to-frame differences, the contact scores, and the plausibility of the body
through foot-skating and forward-kinematics penalties. A consistency term further poses points of
the object surface with the absolute and with each relative pose, which describe the same motion,
and penalizes their distance to the ground truth (all weights A\ in Section D.6).

Training and inference. Windows are cut at random offsets and paired with one of their captions.
We drop the text prompt for classifier-free guidance (Ho & Salimans, 2022) and, for robustness to
missing inputs, also worn objects, names, and the part-assignment input (Section D.7). We sample
with 100 DDPM steps respaced from the 1000 training steps and a classifier-free guidance scale of
2.5, and generate longer sequences window by window with half-window blended overlaps.

Contact-consistent guidance. The model predicts finger-object contacts in ¢, and foot-floor con-
tacts in ¢}, but its geometry does not always agree with them. Since the contact labels decrease with
the distance between a finger and the object surface and with the speed of a foot, a predicted contact
implies an upper bound on this distance or speed, which holds exactly on the training data. In the
last sampling steps, gradient steps on the predicted clean sample penalize violations of these bounds
(Eq. (10)), which closes the gaps between fingers and objects and stops planted feet.

5 EXPERIMENTS

We evaluate on our benchmark, compare with HIMO on its dataset, and ablate COSMI. Figure 4
shows HOT3D (Banerjee et al., 2025) recordings turned into source clips by fitting a body to the
headset and the MANO (Romero et al., 2017) hands (Section A.7), and Fig. 5 compares COSMI
with the baselines. Composed sequences also animate clothed scans (Wang et al., 2024a) registered
as SMPL-X+D (Kostyrko et al., 2026), with held objects re-attached to the hands of the scan (Figs. 1
and 9), and would drive any SMPL-X-anchored avatar (Eskandar et al., 2026) the same way.

Data split. A split by subject, the common choice for captured datasets, says little about gen-
eralization here, because the clips of a held-out subject would still occur in thousands of training
sequences. Instead, we split by composition and hold out what a multi-object model is expected to
generalize to. The unseen object is the black chair, held out with all its sequences, a new instance of
a seat category whose other members remain in training, so the model has to keep the person seated
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Table 2: All-objects tier. One to five objects per sequence. COSMI is closest to the text and to the
ground-truth contacts and has the lowest hinge error. Data denotes the ground-truth test sequences,
‘H and O the human and the object metrics. Values are means over three generations, with 95 %
confidence intervals as superscripts for the learned evaluator. Best in bold, second best underlined,
diversity best when closest to the data and the hinge sweep when closest to 1.

Method Text-to-motion H (@ Contact Articulated
FID] Top-11 Top-31 MM-Dist] Div.— Footsl.l Jerk] T-Acct B-Acct Pen. (%)] Hinge err.] Sweep—
Data - 0.740 0.919 0.740 431 1.879 0366 - - 34.60 - -
MDM 0.148+:°92 0,619+ 0.861%°% 1.089%°°% 4.11%2% 3290 0.495 0.901 0.934 3749 0.547 0.846
PriorMDM  0.077%°%° 0.664*°°' 0.876%°°' 0.933%°° 4,18%2° 1.874 0390 0.938 0.936  35.08 0.557 0.707

COSMI (ours) 0.049%°%° 0.696=°°° 0.900* ' 0.827*°°% 4.15%°> 1.395 0409 0.980 0.968  33.96 0.437 0.665

Table 3: Two- and three-object tiers. Rigid objects only and no worn objects, the setting of HIMO.
Format as in Table 2.

Method Text-to-motion H O Contact
FID| Top-11 Top-31 MM-Dist| Div.— Footsl.| Jerk] T-Acct B-Acc?T Pen. (%)]
Data - 0.510 0.799 0.539 291 2478 0635 - - 11.92
‘& MDM 0.260%:095 (0.294%:003 (),544%:005 1 132+:003 9 9918 6508  (0.863 0919 0915 2149
S PriorMDM  0.090%°°2 0.398%°%% 0.692%-°°% 0.768%-°°" 3.03*>*  2.641 0.570 0.969 0.930  16.70
HIMO 0.095%:°9% 0,391%-90% 0,670%:°°2 0.964%°°% 2.96%'7 5406 1.450 0.818 0.885  28.68

COSMI (ours) 0.066=°°% 0.405+°°7 0.699%°°% 0.737+°°7 2.78*2'  1.974 0.466 0.993 0.962 11.94

Data - 0.298 0.580 1.032 2.77 1.407 0.271 - - 37.15
‘= MDM 0.424%:010 (0,192%:002 (0 424%:001 ] 2634003 9 g2+18  1.19] 0400 0.836 0.923  38.62
S PriorMDM  0.313%99% 0218901 (0.454%:002 1.204%-°°% 2.74*° 1247 0.308 0.901 0.921  39.97

HIMO 0.284%:09% 0243%:002 (,516%°° 1.233%:0° 284+ 2311 0.723 0.808 0917  42.85

COSMI (ours) 0.157%-°02 (.244*°01 0.507%°°% 1,056 °° 2.76%'*  0.932 0.399 0.968 0.966  37.90

on it from its geometry, name, and initial pose. The unseen combinations are five pairings whose
parts are common in training but never occur together: walking with an apple, sitting with a flip
phone, a camera together with a mug, a foot interaction while drinking, and standing with a water
bottle. The held-out sequences form the test set, 35k sequences against 187k for training.

Protocol. We train a single model on all training sequences and evaluate the same weights through-
out. The two-object and three-object tiers follow the setting of HIMO (Lv et al., 2024), test se-
quences with exactly two or three rigid interacted objects and no worn objects, and the all-objects
tier contains every test sequence, with one to five objects, articulated and worn included. Every test
sequence is generated three times over its full length from its caption and initial poses.

Metrics. A learned evaluator, a text-motion co-embedding trained on our training split, provides
FID (Heusel et al., 2017), R-precision (top-1 and top-3), multimodal distance (MM-Dist), and di-
versity, the metrics of text-to-motion generation (Guo et al., 2022; Lv et al., 2024). Foot sliding
and object jerk follow HUMOTO (Lu et al., 2025), penetration counts the frames in which the body
enters an object, and all three are measured on the decoded meshes. Temporal and body contact
accuracy (T-Acc, B-Acc) (Peng et al., 2026) compare the generated body-object contacts with those
of the ground truth per frame and per body marker. For articulated objects, we report the hinge-angle
error and the sweep ratio of the generated to the ground-truth hinge motion, and all values are means
over three generations (definitions in Section B).

SMPL-X Yy cosm1
Fitting \ Composition
P . TG éga % h

Hand-Only Interaction ‘ 5
from HOT3D Full-Body Interaction Multi-Object Interaction

Figure 4: Hand-object recordings as source clips. A HOT3D recording of the hands and the object
(left) becomes a full-body clip once SMPL-X is fitted to the headset and the MANO hands (middle),
and the composition pairs it with a sitting clip like any captured source (right).
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"The person is seated on a black chair, munches on an apple with the right hand, after that makes a call with a phone using the left hand."”

COSMI (Ours)

Figure 5: Qualitative comparison. Generations for a test prompt with the unseen black chair and
two hand actions in sequence. COSMI keeps the person seated, and generates plausible contacts.

Table 4: Unseen object and combinations. Contact accuracy on the test sequences with the unseen
object, the black chair, and with the five unseen combinations.

Method black chair walk + apple sit + flip phone camera + mug foot + drink stand + bottle
T-Acct B-Acct | T-Acet B-Acct | T-Acct B-Acct | T-Acct B-Acct | T-Acct B-Acc?t | T-Acct B-Acct

MDM 0.823 0917 0.971 0.946 0.903 0.930 0.955 0.953 0.926 0.958 0.977 0.929

PriorMDM 0.895 0916 | 0983 0.950 | 0.941 0.937 | 0965 0.956 | 0.942 0.954 | 0969  0.939

COSMI (ours)‘ 0975  0.960 ‘ 0.995  0.974 ‘ 0981  0.959 ‘ 0984  0.984 ‘ 0.953  0.981 ‘ 0.993  0.967

Baselines. The closest prior work is HIMO (Lv et al., 2024), whose benchmark also adapts
MDM (Tevet et al., 2023) and PriorMDM (Shafir et al., 2024) to several objects. We re-implement
MDM and PriorMDM on our representation with our initial-pose conditioning, schedule, and losses,
but with a pooled text embedding and a small geometry encoder, so that each is a single model eval-
vated in all tiers. MDM has one token per frame, whereas PriorMDM has separate human and object
streams with one communication block. HIMO supports rigid objects only, so its two models are
trained on the two- and three-object tiers in its format and scored with our evaluator. The concur-
rent SK-HOI (Peng et al., 2026) is not compared, since its full code is unavailable and its test-time
optimization of about four minutes per sequence is out of reach for 35k sequences.

Implementation details. COSMI has 30.4M parameters, between MDM (20.7M) and PriorMDM
(39.6M), and trains in eight hours on one RTX 5090. A window is generated in 0.16 s with classifier-
free guidance, and in 1.1 s with the contact-consistent guidance (Section D.8).

Comparison with baselines. Table 2 and Fig. 5 compare the methods in the all-objects tier,
COSMI with the contact-consistent guidance of Section 4. COSMI obtains the best FID, R-
precision, MM-Dist, and foot sliding, and its penetration stays at the ground-truth level, the residual
penetration of the captures, which the baselines exceed. COSMI has the lowest hinge-angle error
but the smallest hinge sweep, two thirds of the ground truth (Section A.6). The two- and three-object
tiers agree (Table 3), the baselines up to seventeen points above the ground-truth penetration with
two objects, except that HIMO, trained per tier, has the best top-3 R-precision with three objects.

Comparison on the HIMO dataset. To compare with HIMO on captured data, we also re-train
COSMI on the HIMO dataset and evaluate it with the evaluator of HIMO (Section A.3). COSMI
has the highest top-3 R-precision in both tiers and, with three objects, also the best FID.

Ablations. We ablate the guidance, the auxiliary losses, the part assignment, the text tokens and
object names, the geometry encoder, and the chunk size, with results in Section A.2. The auxiliary
losses matter most, and the part assignment improves both text alignment and contact accuracy.
Text tokens and object names improve text alignment, and the guidance significantly decreases foot
sliding and hand-object gaps without damaging the other metrics.

Generalization. Table 4 reports the contact accuracy on the unseen object and on each unseen
combination. On the combinations, all methods match or exceed their accuracy on the whole test
set, with one drop of three points, so they appear to learn the base motion and the hand interaction
independently of each other. COSMI is the most accurate on every subset, and the unseen object
is harder: the baselines lose four to eight points of temporal contact accuracy on the black chair,
whereas COSMI stays within one point of its value on the whole test set.
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6 CONCLUSIONS

Everyday activities combine objects in countless ways, from drinking while sitting to eating an apple
while walking, and the combinations to capture grow faster than any recording effort. The COSMI
dataset shows that they need not all be recorded: interactions are local, so a contact-consistent
clip of one interaction carries its limb and object onto a body that performs another. A language
model and geometric checks admit only the combinations that a person would plausibly perform
and that remain physically valid, so what emerges is not stitched clips but semantically meaningful,
realistic multi-object interactions. The result is 222k sequences and 275 hours with up to five objects,
balanced between the hands by mirroring and nearly as plausible as their captures. Nothing in the
composition is tied to a source dataset, so every further capture multiplies the combinations, full-
body datasets through a rule and hand-object recordings once a body is fitted to them, as HOT3D
shows. The COSMI method, a text-driven diffusion transformer grounding the objects to the body
parts that move them, generates a variable number of objects end to end. The baselines and COSMI
alike generalize to combinations never seen in training, and COSMI also to an unseen object.

Limitations and future work. The composition covers sustained single interactions at once or
in sequence. Extending it to multi-stage activities such as cooking or assembling, whose steps and
objects depend on each other, and bringing the data together with interactable scenes, where a cup
is taken from a shelf on the way, are the directions we consider most promising. On the method
side, the guidance closes the gaps between fingers and objects, but the finger motion has yet to reach
the precision of dedicated grasp synthesis. Finally, text is a coarse interface: the prompt fixes the
objects and actions, but not the path of the person or the timing of sequential actions.
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APPENDIX

Abstract. This appendix extends the experiments of the main paper and completes
the description of the dataset and the method. In Section A, we measure the quality
of the composed sequences against their parent recordings, ablate the components
of the COSMI method, compare with HIMO on its own dataset, and present qual-
itative results and failure cases. We also show that hand-object recordings enter
the composition once a body is fitted to them, and we render composed sequences
on clothed scans. In Section B, we define the evaluator behind the learned metrics
and the physical metrics with their thresholds and units. In Section C, we detail
the construction of the dataset, from the preprocessing of the sources and the in-
teraction rules to the mirroring that balances the hands and the feasibility checks
of the composition. Finally, in Section D, we describe the COSMI method in full,
including the representations of the person and the objects, the architecture, the
training objective, and the contact-consistent guidance.
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Table 5: Quality of composed sequences. Physical plausibility of the captured parent sequences of
every source (Original) and of the composed sequences built from them (COSMI), measured with
the metrics of HUMOTO (Lu et al., 2025). The difference to the parents is given in parentheses and
colored by its relative size: green for an improvement, amber for an increase below 50 %, red for an
increase of 50 % or more, and gray for a negligible change. Metrics that do not apply to a source are
marked with —.

Dataset Human Motion Object Motion Human-Object Penetration

(parent sequences only) Foot sliding (cm) | Jerk (m/s®) | Jerk (m/s®) | Body (em) | Hands (em) |
Original COSMI Original COSMI Original COSMI Original COSMI Original COSMI

GRAB (Taheri et al., 2020) 0.03 0.03 (-+0.00) 0.33 044 (+0.11 1.67 1.37 (—0.30) 0.08 0.05 (—0.03) 0.54 0.53 (—0.01)

BEHAVE (Bhatnagar et al., 2022) 0.13 0.11 (-0.02) 1.15 1.11 (-0.04) 1.71 2.03 32 1.64 1.93 (+0.20

ARCTIC (Fan et al., 2023) 0.01 0.01 (+0.00) 0.31 0.45 (+0.14) 1.16 1.23 07 0.00 0.01 (+0.01) 0.79 1.03 (+0.24)

InterCap (Huang et al., 2024) 0.08 0.09 (+0.01) 1.96 2.34 (+0.38) 235 2.58 23 0.17 0.40 (+0.23) 0.52 0.23 (-0.29)

OMOMO (Li et al., 2023) 0.29 0.29 (+0.00) 1.25 1.32 (+0.07) 1.44 1.35 (—0.09) 0.01 0.01 (+0.00)

AMASS (Mahmood et al., 2019) 0.17 0.18 (+0.01) 2.56 3.42 (+0.86) 5.30

A ADDITIONAL RESULTS

A.1  QUALITY OF COMPOSED SEQUENCES

Table 5 compares, for each of the six sources, the parent recordings with the composed sequences
built from them, with the metrics of HUMOTO (Lu et al., 2025): foot sliding and jerk of the human,
jerk of the objects, and the depth to which objects penetrate the body and the hands. Foot sliding
is unchanged, since composition alters neither the lower body nor the global trajectory. Human
jerk rises by a fifth to nearly a half on GRAB, ARCTIC, InterCap, and AMASS, most in absolute
terms for the walking sequences of AMASS, which carry the arm motion of a manipulation after
composition, and object jerk and penetration change in both directions and worsen by less than the
captured datasets differ among themselves, the largest relative rise being the body penetration of
InterCap, from 0.17 to 0.40 cm. Objects on walking bodies have no captured counterpart and show
the highest object jerk, since they move with the gait.

A.2 ABLATIONS

Table 6 changes one component of the model at a time. Guidance reduces foot sliding by a fifth and
closes the finger-object gaps: on 512 test windows, the share of predicted contacts that violate their
bound (Eq. (9)) by more than 5 mm drops from 18.9 % to 0.9 %. Text alignment and contact accuracy
stay unchanged, since the guidance enforces the predicted contacts rather than correcting them, at the
cost of slightly more object jerk and penetration. The other variants are sampled without guidance
and compare with the unguided model. The auxiliary losses matter most: without them, foot sliding
doubles and temporal contact accuracy drops by 17 points. The part assignment improves both text
alignment and contacts, whereas the text tokens and the object names improve the text alignment
only, by two and one points of top-1 R-precision. Replacing the hierarchical geometry encoder by
an MLP changes little, slightly worse top-3 R-precision and multimodal distance against a better
FID and object jerk, and the chunk size of four balances single-frame object tokens, which lower the
temporal contact accuracy by two points, against chunks of eight, which lower the top-1 R-precision
by two points.

A.3 COMPARISON ON THE HIMO DATASET

Table 7 compares COSMI, trained on the HIMO dataset and sampled without guidance, the setting
closest to that of HIMO, with the values that HIMO reports for MDM, PriorMDM, and HIMO under
its evaluator. COSMI has the highest top-3 R-precision in both tiers, 0.730 and 0.582 against 0.637
and 0.535 for HIMO, and with three objects also the lowest FID and MM-Dist and the diversity
closest to the data. With two objects, HIMO, trained for this number of objects alone, has a lower
FID, 1.481 against 4.896, and a lower MM-Dist, and our multimodality is the lowest in both tiers.

A.4 HELD-OUT SUBSETS

The split assigns each test sequence to the first matching subset: black chair 12,883 sequences;
walking with an apple 10,737; sitting with a flip phone 4,630; a foot interaction while drinking
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Table 6: Ablations. Each row changes one component of the full model. The row w/o guidance
samples without the contact-consistent guidance of Section 4, and all rows below it are sampled
without guidance as well. Of these, w/o hier. enc. replaces the hierarchical geometry encoder by an
MLP, O chunk n uses n frames per object token instead of 4, and aux. loss denotes the interaction
and plausibility terms. The auxiliary losses matter most, part assignment improves the alignment
with the text and the contacts, and text tokens and object names improve the alignment with the text.
Format as in Table 2.

Text-to-motion H @) Contact
Method
FID] Top-171 Top-31 MM-Dist] Footsl.| Jerk] T-Acct B-Acct Pen. (%)]
Data - 0.740 0.919 0.740 1.879 0.366 - - 34.60

COSMI (ours) 0.049%99° 0.696%-°°% 0.900%°°* 0.827°°* 1,395 0.409 0.980 0968  33.96
w/o guidance  0.050%°%° 0.697+°°° 0.900%°°* 0.825%°°> 1.744 0397 0.979 0970  33.55

w/o hier. enc.  0.041%:°°° 0.695%:°01 (0.893%:°01 (0.845%°°° 1757 0.364 0.975 0.971  33.62
w/o names 0.057%:99° 0.687%:°0 (0.889+ 901 (0.877+9°1 1768 0.383 0.974 0969  34.84
O chunk 1 0.052%:°°° (0.686F°°° (0.883%F:°° (.886F°°*  1.658 0.303 0.957 0974 33.12
O chunk 8 0.039%:°° 0.677%:°°7 0.881%F:°°° 0.903%°°2 1714 0.393 0.979 0970  33.66
wlo W 0.043%:0°0 0.675%:0° (0.888%:0°° 0.907F°°  1.637 0.334 0.980 0.968  33.91
w/o part assign. 0.069%°9° 0.644%:001 (0859092 0982093 1727  0.405 0.945 0944 3447
w/o aux. loss  0.256%:0°% (.550%:09% (783001 1.435%:903 3633 0449 0.810 0910  36.25

Table 7: Comparison on the HIMO dataset. Values of the baselines as reported by HIMO (Lv
et al., 2024), with the 95 % confidence intervals that HIMO reports, and the Data row is HIMO’s
Real row. COSMI is trained on the HIMO dataset and scored with the evaluator of HIMO over 20
replications, sampled without guidance, as the closest setting to that of HIMO. Format as in Table 2.

Text-to-motion

Method
FIDJ Top-3t MM-Dist, Div.—~ MModal.{
Data 0.018%:906 (0,799%008 3 566%-011 1] 40*-26  _
‘& MDM 6.846%332 0.605%-°1° 8.019*:9%° 11.39+2% 1.288* 21!
S PrioMDM  7.852%:2°% (.589+:00% 7.251%:000 12,5817 1.501% 147
HIMO 1.481%°% 0.637%:°9% 3,649%:°1° 11.66%2° 1.786%°°7
COSMI (ours) 4.896%:°%% 0.730%:°°° 4.436%°1° 10.76%12 0.691%:01°
Data 0.181%:04% 0.699+:005 3 770+928 977+-22  _
‘5 MDM 4.571%-11° 0502014 6.314%927 8.90*-2° (.789F 572
S PriorMDM  4.821%:20% (.514%:926 5890928 9.34*02 (,812% %>
HIMO 4.7771%-164 .535%F-018 50874041 g 9514 (9 756%-05°

COSMI (ours) 2.815%:04% (,582%:011 4,366+°22 9,63+ 14 (.741%028

3,051; standing with a water bottle 2,018; a camera together with a mug 1,799. The remaining
186,559 sequences form the training set.

A.5 QUALITATIVE COMPARISON

Figure 6 compares COSMI with the baselines on test prompts of the three-object and the all-objects
tier, all from the unseen object or combinations. COSMI keeps every object in the hand that drives
it over the whole sequence, an apple at the mouth or a camera in front of the face, whereas the
baselines, which have no part assignment and attach an object to a joint only while its predicted
contact score stays high, let them drift away from the hand or float beside the body once the arm
moves. HIMO appears in the three-object tier only, as it only supports a fixed number of objects.

A.6  FAILURE CASES
Figure 7 shows the two failure modes of COSMI. Articulated objects are the first: the hinge moves

less than in the ground truth, a sweep ratio of 0.665 in Table 2, and the moving part is sometimes off
its true angle. The second is the unseen black chair, which is occasionally placed incorrectly relative
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THREE-OBJECT TIER

COSMI (Ours) HIMO PriorMDM

"The person is seated on a black chair, munches on an apple with the right hand, after that
makes a call with a phone using the left hand."

"A person sits on a square table, photographs something with a camera with their left hand,
and holds a mug using the right hand. "

ALL-OBJECT TIER

COSMI (Ours) PriorMDM MDM

"The person shakes a water bottle using the left hand and holds on to a camera in the right
hand. The person wears a backpack and wears eyeglasses. "

"The person is seated on a stool, takes a drink from a mug with their right hand, and keeps
holding a camera with the left hand. The person wears a backpack."

"Someone takes a bite of a banana using the right hand and holds on to a phone using the
left hand while seated on a black chair. The person wears eyeglasses. "

Figure 6: Qualitative comparison with the baselines. Generations for test prompts of the three-
object tier (top) and of the all-objects tier (bottom), which includes more than 3 objects and therefore
no HIMO. COSMI keeps every object in the hand that drives it, whereas the baselines let objects
drift away from the hands or float beside the body.

21



Preprint

"The person manipulates a flip phone using "Someone sips from a wine glass with the right
the right hand, all while seated on a stool.” hand while sitting down on a black chair.”

Figure 7: Failure cases. Left: the hinge of the flip phone has limited movement range. Right: the
unseen black chair is placed off the body, which intersects its armrest.

to the body. The seats seen in training, such as the wooden chair, the yoga ball and the stool, have
no armrests, so the model has no example of keeping the arms clear of them.

A.7 HAND-OBJECT RECORDINGS

HOT3D (Banerjee et al., 2025) provides the trajectory of the head-mounted device, MANO (Romero
et al., 2017) hand poses, and object poses. For every object, we keep the segments in which the head
is stable and exactly one object is lifted and in contact with a hand, and place a neutral SMPL-X
template with its head at the tracked head position, facing the object. The rotations of the upper
body are then optimized so that the SMPL-X hand vertices match the MANO hands and the head
faces the object, with a pose prior and a temporal smoothness term, and the finger poses are copied
from MANO. The resulting clips contain a full body with the recorded hands and object, and the
interaction rules process them like any other source clip, so HOT3D objects can be composed onto
the walking, sitting, and large-object targets of the dataset (Fig. 8).

A.8 CLOTHED SCANS

We use the SMPL-X+D registrations from (Kostyrko et al., 2026) of the 4D-DRESS scans (Wang
et al., 2024a), per-vertex displacements on top of the body model, which we animate through the
SMPL-X skinning weights with the joint transforms of the composed sequence. The displacements
are attenuated along the forearms and removed on the hands, so that the recorded finger motion
is preserved, and the objects are re-attached through their joint-relative transforms, so that a held
object follows the hand of the scan (Figs. 1 and 9). All figures and videos are rendered with Blen-
dify (Guzov et al., 2024).

B METRIC DEFINITIONS

B.1 EVALUATOR

The learned metrics follow the text-to-motion protocol (Guo et al., 2022) with an evaluator trained
on our training split. A sequence is described per frame by the 24 joint positions and, per object
slot, the 6D rotation, the center of mass, the hinge channel, and a presence flag, z-scored with
the training statistics. A convolutional movement encoder, trained first as an autoencoder on 64-
frame snippets and downsampling by four, feeds a bidirectional GRU motion encoder. The motion
encoder is trained together with a projection of the frozen CLIP text embedding into a common 512-
dimensional space with a contrastive margin loss, margin 3, where pairs with identical canonical
captions are never negatives. R-precision and MM-Dist are computed on pools of 32 sequences, FID
between the embeddings of the generations and of the ground-truth sequences, and diversity over
100 random pairs, each averaged over the three generations and reported with its 95 % confidence
interval. As these metrics depend on the evaluator, we compare them only between methods scored
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with the same evaluator. Multimodality (MModal.), reported on the HIMO dataset only, is the mean
distance between the embeddings of generations for the same caption, as in HIMO.

B.2 PHYSICAL METRICS

Foot sliding (Li et al., 2024; Lu et al., 2025) is the horizontal displacement of the ankle and toe joints
in frames where they are below a height threshold H, 8 cm for the ankles and 4 cm for the toes,
which is one on the floor and zero at the threshold, summed, divided by the number of frames, and
averaged over the four joints, in mm per frame. Object jerk is the mean norm of the third temporal
difference of the object position, as in HUMOTO (Lu et al., 2025), in cm per frame®. Penetration
is the fraction of frames in which a body vertex lies deeper than 2 cm inside an object, the collision
metric of SK-HOI (Peng et al., 2026). Table 5 instead uses the definitions of HUMOTO, whose
penetration is the deepest intrusion of the body or hands into the object, averaged over frames. For
the contact accuracy (Peng et al., 2026), a body marker is in contact when it lies within 2 cm of the
object surface: T-Acc is the accuracy of the per-frame contact state, where a frame is in contact when
any of the 138 markers is, and B-Acc the accuracy of the per-marker states. The hinge-angle error
is the mean absolute difference between the generated and the ground-truth hinge angle, wrapped to
[—7, 7], in radians, and the sweep ratio divides the total hinge motion of a generated sequence by
that of the ground truth. The 95 % confidence intervals of these metrics are below 0.02, and below
0.2 percentage points for penetration.
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Hot3D Fitted SMPL-X
Sequence Sequence

Original Sequences COSMI sequence

ey N

"A person sits on a stool and interacts with a bowl with both hands."

Figure 8: Hand-object recordings as source clips. A HOT3D recording (second column) provides
the hands and the object. A body fitted to the head-mounted device and the MANO hands (third
column) turns it into a source clip, which the rules and the composition process like any other, here
onto sitting and large-object targets (first column), giving the composed sequences (fourth column).
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Scans COSMI Sequences

"A person sits on a "A person drinks "A person sits on a
black chair, interacts from a mug with wooden chair, eats a
with a ketchup bottle the left hand, then banana with the left

with the left hand, interacts with a hand, then drinks
and holds a bowl with flip phone with from a water bottle

the right hand. " the right hand." with the right hand. "

Figure 9: Clothed scans animated with composed sequences. 4D-DRESS scans (left), registered
as SMPL-X+D, are driven by the joint transforms of composed sequences, shown on the body
model in the top row. Objects follow through their joint-relative transforms, and the finger motion
is preserved on the hands.
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Table 8: Interaction rules. Contact groups, pose constraints, local reference joints, and source
datasets of the thirteen rules, with the number of atomic clips each yields before and after mirroring.
The walking rule covers standing as well and selects whole AMASS sequences by their BABEL
labels. T: target, S: source, A: augmentation.

Rule Interaction Contact No contact Pose constraint Reference 7 Datasets Clips
T:walk ‘Walking or standing AMASS 41/41
T:sit Sitting on a support object lower back lower front upright torso pelvis BEHAVE, InterCap 78178
T:rfoot Right-foot manipulation right foot  left foot upright torso right foot InterCap 19/24
T:Ifoot Left-foot manipulation left foot right foot  upright torso left foot InterCap 5/24
T:rhand Right-hand manipulation, large object right hand left hand upright torso right wrist InterCap, OMOMO 492/ 866
T:lhand Left-hand manipulation, large object ~ lefthand  right hand  upright torso left wrist InterCap, OMOMO 3747866
S:rhand Right-hand manipulation, small object right hand left hand upright torso right wrist GRAB, ARCTIC 68/71
S:lhand Left-hand manipulation, small object  left hand right hand  upright torso left wrist GRAB, ARCTIC 3/71
S:hands Two-handed manipulation both hands upright torso both wrists GRAB, ARCTIC 187 /187
S:rhold Passive right-hand hold right hand  left hand upright torso, elbow at 90°  right wrist GRAB 153 /211
S:lhold Passive left-hand hold left hand right hand  upright torso, elbow at 90°  left wrist GRAB 58/211
A:backpack  Backpack worn on the back upper back hands upright torso, arms down  spine BEHAVE 11/11
Aceyeglasses Eyeglasses worn on the face face hands both eyes GRAB 2/2
Total 1,491 /2,663

C DATASET DETAILS

C.1 PREPROCESSING

BEHAVE and InterCap enter in their InterAct (Xu et al., 2025a) versions, which correct jitter, con-
tacts, and hand poses, and BEHAVE is converted from SMPL+H to SMPL-X. The subject shapes of
GRAB and ARCTIC are fitted to the gender-neutral model with SMPLFitter (Sarandi & Pons-Moll,
2024), so that every source uses neutral shape parameters. All sequences are resampled to 30 fps and
expressed in a Y-up frame with the floor at zero and the body centered on the ground plane in the
first frame. Every object is a template mesh with a rotation and a translation per frame. The labels
that the annotation corrects are the InterAct descriptions of GRAB, BEHAVE, and InterCap, the
descriptions of OMOMO, a template sentence for ARCTIC, and the BABEL labels of the walking
sequences.

C.2 INTERACTION RULES

Table 8 lists the thirteen rules with their contact groups, pose constraints, local references, and
datasets, together with the number of clips each yields before and after mirroring, and Fig. 10 shows
examples for every rule. A rule holds in a frame when every part of its contact group is within 5 cm
of the object surface (Section 3), no part of its no-contact group is, and its pose constraint is met.
An upright torso, the most common constraint, is a pelvis-to-head direction within 20 to 30 degrees
of the vertical, depending on the rule.

C.3 ANNOTATION PROMPTS

Qwen3 receives the rule description, the object name, the given label, and the narrative of the source
dataset, and answers in two steps (Fig. 11). It first picks the verb that names the sustained interaction
from a fixed inventory of 28 verbs, hold, drink, move, lift, carry, push, pull, drag, switch on, take a
picture, play, rotate, kick, dribble, pass, call, eat, see, browse, swing, manipulate, pour, toast, use,
shake, clean, set down, interact. It then writes one sentence with that verb, the object, and the acting
hand in a fixed form, which the composition later parses. Whether an action requires gaze at the
object and involves the head is asked once per verb and object pair in a third query of the same form,
and the answer is shared by all clips with that pair.

C.4 JOINT-RELATIVE OBJECTS

The global transform of an object is recovered from its relative transform (Eq. (1)) and the world

5 t _ ptpt L ptyt t
transform of the reference joint of any body, R, = RjRO‘ ; and t,, = Rjto‘ ; +t;. When
the local reference holds several joints, as for two-handed manipulation, one relative transform per
joint is stored, the global transform is recovered from every joint, and the results are averaged, with
rotations averaged as unit quaternions and renormalized.
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A eyeglasses A backpack

LY

Figure 10: Atomic clips per interaction rule. Clips extracted by each of the thirteen rules of
Table 8, the walking sequences of AMASS included. Target rules (T) engage the whole body, source

rules (S) one or both hands, and augmentation rules (A) worn objects. Holds and worn objects are
single frames.
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Action correction

Pick the single verb (from the list below) that best names the main, sustained interaction with “briefcase”
in this narrative.

Rule: The right hand is in contact with the object while the left hand is not.

Object: briefcase

Given label (may be wrong): hold
Narrative: A person holds a briefcase with their right hand, extends their right arm to move the briefcase
from their right side to their left front, while taking a step to the left with their left foot.
Allowed verbs (choose exactly one, copied as written):

hold, drink, move, lift, carry, push, pull, drag, switch on, take a
picture, play, rotate, kick, dribble, pass, call, eat, see, browse,
swing, manipulate, pour, toast, use, shake, clean, set down, interact
Guidelines:

¢ The verb must describe something happening TO the object, not the person’s general body movement

while the grip stays fixed.

e carry = walking while holding; push/pull/drag = sliding without lifting.

* move = fallback when displaced but none of the above fit.

* Ignore setup/teardown (initial grab, final put-down).
Reply with only the chosen verb.

Qwen3d: move

Sentence generation

Write one short sentence describing a person’s interaction with an object.
Rule: The right hand is in contact with the object while the left hand is not.
Object: briefcase
Action (use exactly, do not swap for a synonym): move

Requirements:

¢ Conjugate move for subject “A person”; pick whatever preposition sounds natural.

* Present tense, one action, no direction or speed, no sub-parts.

¢ Refer to the object as “a briefcase”.

* Start with “A person”, end with “with the right hand”, 4-10 words.
Examples:

* A person pours from a water bottle with the right hand.

* A person drinks from a cup with the right hand.

¢ A person eats an apple with the right hand.

* A person calls with a phone with the right hand.

¢ A person passes a game controller with the right hand.
Reply with only the sentence.

Qwen3: A person moves a briefcase with the right hand.

Figure 11: Annotation prompts. The two per-clip prompts of the annotation with the answer of
Qwen3, for a clip of the InterCap briefcase whose given label hold is corrected to move.

e N\ N~
Original Interaction ( Local Mirroring (Ours) Local Reflection

X YP RCNP XCNP
/ \ , " \=\ / o ‘=\ i ‘:\\

Biased toward @ Object geometry preserved > Object geometry reflected > Object geometry reflected

right-hand interactions Contacts preserved Contacts preserved X Contacts corrupted
N AN @ AN y

N\ Global Reflection

'

Figure 12: Mirroring. Global reflection of the object breaks the contact with the mirrored hand,
and local reflection keeps the contact but mirrors the mesh. Our local mirroring poses the original
mesh like its reflection with a proper rotation and preserves both.
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C.5 MIRRORING

Figure 12 compares three ways of mirroring the object of a clip whose body has been reflected
with M and had its left and right joints swapped. Reflecting the world pose of the object breaks the
contact, because SMPL-X is not symmetric and the mirrored hand is not exactly where the reflection
puts the object. Reflecting the joint-relative pose keeps the contact but poses the mirror image of
the mesh: a reflected posed object, M (R, ; Vo + o, ;) = (MR, ;M)(M Vo) + Mty ;. is the
reflected template M V» under a proper rotation and a translation. Our mirroring keeps the original
template and uses the alignment of Eq. (2), which says that M V), is, up to the residual, the original
template rotated by Q» about its centroid and shifted by po. Substituting this for MV, gives the
mirrored relative transform

é%U = MR?DUMQ@ £§9|j = Mt?o\j + MRZU (I - MQo)vo + Mpo|, (6)

a proper rotation and a translation of the original template, so the mesh stays the same and the contact
with the mirrored hand is preserved. The local reference is swapped to the opposite side, the global
transform is recovered from the mirrored body, and the rule is swapped accordingly. The alignment
of Eq. (2) is exact for symmetric objects. Over the 26 mirrored templates, articulated parts counted
separately, the distance between the reflected and the aligned template averages 0.9 mm. The largest
residuals belong to the largest objects, the upper part of the vacuum cleaner (4.0 mm), the umbrella
(3.9 mm), and the skateboard (2.1 mm), which have no mirror symmetry. The fit then favors the
regions that matter for the contact, the handle of the umbrella and the deck of the skateboard, at the
cost of the rest. Relative to the bounding-box diagonal, every residual stays below 0.7 %.

C.6 COMPOSITION GRAPH

Figure 13 shows which source rules each rule
accepts when it serves as the target: whole-
body targets accept every source, a one-hand
target accepts the action and the hold of the
other hand, and among sources a hand action
or hold accepts the other hand, each unordered
pair once. Pairs of the same role or with over-
lapping limbs are excluded by construction, and
the remaining pairs pass through the semantic
and physical checks of Section 3.

R

Figure 13: Composition graph. An arrow leads
from every source rule to the rules it can be com-
posed onto.

C.7 MERGE AND FEASIBILITY

The composed pose is the target pose with the
joints of the source action replaced: the wrist,
elbow, shoulder, and collar of the acting arm,
or both arms for a two-handed action. Every
manipulation also replaces the two upper spine joints, because the torso bends with a reaching arm,
whereas a passive hold replaces the arm alone. An action that requires gaze adds the neck and head,
one that involves the head adds the spine as well, and an object the target already holds moves with
its wrist when the spine changes. The source objects and worn objects then follow their reference
joints through Eq. (1) (Fig. 14). The composition is kept if every object retains the contacts of its
rule in at least half of the frames. It is rejected if, in any frame, an object comes within 1 cm of
another object or enters the lower body, the hands enter the lower body, or the arms cross. Walking
targets, whose arms swing, tolerate such self-intersections in up to a third of the frames.

C.8 SEQUENTIAL COMPOSITION AND LEVELS

A sequential composition places a right-hand and a left-hand action one after the other on a target
long enough for both, a walking clip, a sitting clip, or one of the two actions itself as a standing
body. The second action starts 15 frames before the first ends, the spine and head are interpolated
between the two over this overlap, and outside its period each source is frozen at its first or last frame
together with its object. Since the two objects are attended to in turn, the gaze check is skipped, and
the feasibility checks apply as above (rows two and four of Fig. 14).
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Five steps enumerate the graph, the first feeding the one-object level: motion, walking clips com-
posed with every compatible source, the one-hand ones serving as further targets; one object, every
atomic clip and motion-step composition; two objects, every target with each of its valid sources;
three objects, every two-object sequence with the sources valid for both of its rules; and sequential,
the ordered pairs above. Worn objects are added at every level. Captions join the clause of each clip
with “and” or, for sequential actions, “then”, as in “A person, wearing a backpack, sits on a wooden
chair and drinks from a cup with the right hand.” A hand-written bank paraphrases the subject,
the sentence frame, the verb, and the hand phrasing, but keeps the object noun phrases verbatim.
Training draws one paraphrase per sample, and evaluation uses one fixed paraphrase per sequence
(Fig. 15).
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Original sequences COSMI sequence

"A person walks forward to the right, takes a picture with a camera with the left hand,
and holds a wine glass with the right hand."

"A person sits on a yoga ball, eats an apple with the left hand, then drinks from
a water bottle with the right hand. "

k J
"A person walks forward, eats a banana with the left hand, and holds
headphones with the right hand."

"A person sits on a square table, drinks from a mug with the right hand, then
drinks from a cup with the left hand."

@O

"A person sits on a wooden chair and interacts with a box with both hands."

Figure 14: Composition of sequences. Left: the target clip, which provides the body motion, and
the source clips, whose limbs are colored, blue for the left hand, red for the right hand, and purple
for both hands. Right: the composed sequence, in which the source limbs replace their counterparts
and every object follows its limb through Eq. (1). Rows two and four are sequential compositions.
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"A person, wearing a backpack and eyeglasses, walks ~"A person sits on a square table, drinks from a cup with the
forward and plays a flute with both hands." left hand, and holds a game controller with the right hand."

"A person sits on a wooden chair and interacts "A person, wearing a backpack and eyeglasses, sits on a
with a laptop with both hands." yoga ball and plays with a game controller with both hands."

"A person, wearing a backpack, drinks from a "A person sits on a small table, shakes a water bottle with the

mug with the left hand, then interacts with a flip right hand, and holds a banana with the left hand."
phone with the right hand. "

"A person, wearing a backpack, holds a skateboard
with the left foot, eats an apple with the left hand, and
holds headphones with the right hand."

"A person, wearing a backpack, holds an umbrella with
the left hand and browses a camera with the right hand."

Figure 15: Sequences of the COSMI dataset. Composed sequences with their captions: simul-
taneous and sequential actions on walking, sitting, and standing bodies, with worn and articulated
objects.
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D METHOD DETAILS

D.1 HUMAN REPRESENTATION

Each frame of H (Eq. (3)) holds 256 values: the global positions J4, € R**3 of the 22 body
joints from the pelvis to the wrists and of the first joint of each middle finger, which fixes the wrist
orientation, and the global rotations 0%, € R*2*6 of the body joints in the 6D representation (Zhou
et al., 2019). The PCA coefficients 6!, ;. € R?*2% of both hands and the floor-contact scores
c, € R* of the ankles and toes complete the frame. At decoding, the mesh is posed from the
rotations and the hand coefficients with the predicted pelvis as its root, and the other positions serve
as a training signal tied to the rotations by the forward-kinematics loss.

D.2 OBIJECT REPRESENTATION

Each frame of O (Eq. (4)) holds 80 values. The absolute pose T, = (RL,, pl,) € R? is the rotation
relative to the orientation of the object in the first frame of the window, in the 6D representation, and
the center of mass in the canonical frame. The hinge channel a’, = (cos ¢, sin ¢,) encodes the
articulation angle relative to the first frame, constant (1,0) for rigid objects. The relative pose with
respect to a candidate joint j € Jye iS

1Y, = (R)TRL, (R)T(ph —pl)fro) R, j € T, )

where R’ and p; come from 8%, and J3, and 7o is the bounding radius of the object plus 0.5 m. The
normalized translation then lies in [—1, 1] whenever the joint is near the bounding sphere, the only
frames in which the stream is supervised. The contact scores c’ég € R15 of the ten fingers, the feet,
the pelvis, the spine, and the head are soft indicators o (—100 (d-24¢ )) of the distance d in meters to
the object surface. Positions and hand coefficients are min-max normalized, and contact scores are
scaled to [—1, 1]. An articulated object occupies one slot with the pose of its base part and the hinge
angle, and its geometry is the assembled mesh at the hinge angle of the first frame.

D.3 GEOMETRY ENCODER

The BPS representation (Prokudin et al., 2019) describes an object by the offsets from 1024 fixed
basis points, sampled in a ball around its center of mass, to the nearest points of its surface, for the
mesh oriented as in the first frame of the window. Our encoder aggregates these offsets over a fixed
partition of the ball into 8 horizontal slabs of 16 cells each, split by azimuth and by distance to the
vertical axis. Per-point features from a shared MLP are pooled within every cell and then within
every slab, and the slab features are concatenated from bottom to top and projected to the geometry
embedding, which preserves the vertical layout of the object.

D.4 ARCHITECTURE

The denoiser consists of eight pre-LN transformer blocks with a model width of 512, eight attention
heads, a feed-forward width of 2048, and a dropout of 0.1. Every human frame and every chunk of
four object frames is a token, so a window with five objects has 270 motion tokens instead of 720. A
one-dimensional convolution of kernel size three decodes the object tokens to per-frame parameters.
The temporal order is encoded with rotary position embeddings (Su et al., 2024): a human frame
and an object chunk at the same time receive the same position, whereas the step, sentence, and
text tokens receive position zero. A learned type embedding distinguishes human, object, sentence,
and text tokens. The denoiser has 27.3M parameters, 25.2M of them in the transformer blocks, the
part-assignment head 2.6M, the geometry encoder 0.15M, and the CLIP projection 0.26M, 30.4M in
total. The frozen CLIP ViT-B/32 text encoder adds 63.4M parameters, and our re-implementations
of MDM and PriorMDM have 20.7M and 39.6M.

D.5 PART-ASSIGNMENT HEAD
Per slot, the head receives the object conditioning, the initial pose of the person, and the sentence

embedding, then two blocks of self-attention across slots and cross-attention to the text tokens pro-
duce one binary output per candidate joint. A joint is labeled as driving an object when it touches the
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object for at least ten frames and the object travels at least half of the distance that the joint travels
meanwhile, and the denoiser receives these labels during training. At decoding, the pose source is
selected once per window: the driving joint with the highest average predicted score, a wrist scored
by the maximum over its fingers. If no joint is predicted as driving or the highest score is below
0.5, the absolute pose is used. The baselines, which have no part-assignment head, select among all
six candidate joints by the same contact scores, so an object follows a joint only while its predicted
contact stays high.

D.6 LOSS TERMS

The terms Ly of Eq. (5) are ¢; errors of the human parameters and of their frame-to-frame differ-
ences, of the absolute object pose, of the relative poses in their supervised frames, and of the hinge
channel, and a cross-stream consistency term. Further terms are squared errors of the object and
foot-floor contact scores and a foot-skating penalty on the predicted ankles and toes in frames where
the ground-truth foot is in contact with the floor. A forward-kinematics term compares the joint
positions of the predicted rotations with the ground-truth positions, and the binary cross-entropy of
the part-assignment head completes the objective. The consistency term poses 100 surface points
of the object with each of the seven predicted poses, points on a moving part with the predicted
hinge angle, and penalizes the ¢; distance of the points and of their frame-to-frame differences to
the ground truth. All weights Ay are 1, except 2 for the human-parameter term.

D.7 TRAINING DETAILS

We train for 80k steps with batches of 256 windows using Adam (Kingma & Ba, 2015) with a learn-
ing rate of 5:10~* and a cosine schedule with warm-up, and sample from an exponential moving
average of the weights. Training takes eight hours on one RTX 5090. The text prompt is dropped
with probability 0.1, replacing the sentence token by a learned null embedding and masking the text
tokens. Each worn object is included with probability 0.5, an object name by a null embedding with
probability 0.3, and the part-assignment input is removed with probability 0.1.

D.8 RUNTIME

Table 9 reports generation times on one ) )
NVIDIA RTX 5090 with the sampler of Sec- Table 9: Runtime. Generation time on one
tion 4, in fpl6 with a compiled denoiser, RTX 5090 without and with the contact-consistent
where the conditional and unconditional passes guidance (G), at batch size one unless stated.

of classifier-free guidance run as one doubled wioG w/ G

batch. Single sequences are timed at batch
size one as the median of 20 runs after three

Per window (ms)

warm-up runs. The median test sequence has total 157 1,140
119 frames and fits one window. The denois- denoising, 100 steps 138 1,122
ing steps dominate without the guidance and its decoding to meshes 5 5
Adam iterations with it. The guidance there- Per sequence (s)

fore costs 7.2 times the generation time of a sin- 119 frames, 1 window 0.15  1.08
gle sequence, but only 1.55 times in the batched 299 frames, 4 windows 0.63  4.56
evaluation of the test set, since its small kernels Batched (s per seq., batch 128)  0.088 0.136
underuse the GPU on one sequence. Peak GPU memory (GiB) 0.78 0.97

D.9 LONG SEQUENCES

Consecutive windows of 120 frames overlap by 60 frames. The human pose and the object states
predicted for the first frame of a window define its canonical frame and the reference orientation
and hinge angle of every object. In the overlap, the two predictions are blended with linear weights,
rotations projected back onto SO(3) and hinge angles averaged as (cos, sin) pairs.
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D.10 CONTACT-CONSISTENT GUIDANCE

The two guidance losses of Section 4 invert the contact labels. The score of finger f and object O,,
in cé), which is the soft indicator defined above, and the floor-contact score of foot joint 5 in cé_t are

o, s =0(=100(dp, ; —0)),
Cg'l,j = U(_IOO (y; B 6!!)) U(_SOO (U§ - 61}))7

where d%m ¢ is the distance between the finger and the object surface, y;f the height of the foot joint

above the floor, and v} = [|p;**

= pE» || its displacement to the next frame, all in meters. The slopes
of 100 and 800 per meter set the width of the transition around corresponding § thresholds. Both

labels are monotone, so a score ¢ implies the bounds
d < d*(c) = 6 — 155 logit(c), v <v*(c) = 8y — o5 logit(c), )

which hold exactly on the training data. For every score that predicts a contact, ¢ > 0.5, the losses
penalize the violation of its bound,

Leontact = Z C]éon,f [d)éjmf —d* (CEDmf)]Jra Ltide = ch-[’j [U]t — " (Cs-[/’j)]Jr; (10)
n,f,t 7,t

where [-]; = max(+,0), and we minimize Leontact + Lslide- The guidance runs at the last ten

of the 100 sampling steps, with five Adam iterations at a learning rate of 5-10~% on the predicted

clean sample at each of them and 100 at the final step, whose prediction is the output. Within every

iteration, the edit is blurred along time with a Gaussian kernel of one frame, to reduce jitter.

®)
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